Introduction

AGP stands for Accelerated Graphics Port. A new innovation developed by Intel to increase the performance of graphic

applications by designing a special bus that has direct access to the system memory and CPU. This new type of port is

dedicated to graphics only but isn't a replacement of the PCI bus. AGP is something that I think will go far and revolutionize

the area of 3D graphics. It is a great idea and now card manufacturers have to try and adapt this idea and design their next

models and types to have an AGP connection. Before anyone can do that, Intel must release a chipset to support AGP in

order for it to be used. In this page I will basically outline what AGP is and it's benefits.

   What Does AGP Offer

Intel's Accelerated Graphics Port enables a more faster and efficient relationship between the AGP and system memory.

The whole idea of the AGP is to take graphics to a new level. It will dramatically improve 3D performance on the PC. This

new bus isn't a replacement of the PCI bus or the PCI graphics card. Intel's purpose was entirely to improve 3D graphics.

An area that is becoming more and more popular in PC's these days. The secret to the AGP is the higher bandwidth

communication with the system memory and CPU.

In particular reference to games, many of the scenes in a 3D game need to be rendered at realistic speeds in order to play.

This can be achieved by allowing the texture maps from the application to be ready and close to the system memory so it

can be loaded quicker. This technique isn't used yet in any 2D graphics cards, instead the graphics accelerator stores the

data in a dedicated frame buffer. With the growing interest in 3D graphics, the applications will become more and more

demanding on texture memory. We can expect to see the standard 2MB frame buffer be increased up to 6 or even 12MB

with the release of the AGP.

The obvious solution for 3D memory is while the application is running to put some of the data into the system memory

which will be able to process the data more quickly because it has it's own bus to the CPU. What the AGP does enable the

graphics accelerator to do, is access the system memory fast enough to give the users the 30 frames per second rendering.

   PCI And AGP

You might ask, can't the PCI bus do this already? The PCI bus isn't exactly ideal for moving data to the system memory. At

33MHz, it isn't as fast as application developers would like it to be. The PCI bus has to share the bus along with other

devices and relies on slow software based methods for moving large quantities of data. If we were to apply the AGP

method on a PCI bus, this is what it will have to do. In the current method software based commands must move the data

from the frame buffer to the card's texture area and then from there, through the PCI bus and to the system memory. When

the data finally arrives in the system memory, the CPU has to make several trips back and forth to collect the entire texture

map, since it is stored in small individual memory blocks.
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                     This diagram shows us the relationship between AGP and PCI

The AGP's simple yet very beneficial design comes down the dedicated channel between the AGP and system memory.

This new bus is expected to reach transfer rates travelling at 66MHz as opposed to the PCI bus of 33MHz. AGP carries a

new connector, which communicates using PCI-like signals between the graphics accelerator and system memory. AGP can

also use a double-clocking technique, which can achieve a 133MHz-transfer rate speed. Further more, the address and

data lines are not multiplexed as they are in PCI.

One last difference between the PCI and AGP is that AGP has the ability to pipeline reads and writes from the graphics

accelerator to system memory. What this means is the graphics accelerator can request a block of data from the system

memory and while waiting for the data, can request another bit of data. Therefore the AGP interface doesn't need to lie idle

between requests. This is the same pipelining used between the cache and the system memory. This new function is

something that isn't present in the PCI bus.

   Allocating The Memory On Demand

In any 3D application you will always have your 3 co-ordinates which make up the 3D. They include your X, Y and Z

co-ordinates. The Z co-ordinate being the third dimension of the graphic. This would be the most important since it gives us

the 3D look. That is why all graphics accelerators have a dedicated Z buffer on-board the card. You might think that by

putting the Z buffering into the system memory, which AGP makes possible, would be better but actually performance will

suffer. Because the Z buffer has to be constantly accessed, it is worth the small expense to expand the frame buffer size to

keep the Z buffer on-board the card. Things such as the display list and some texture maps are ideal to be stored in the

system memory. If the graphics accelerator provides an on-board cache then the texture would ideally be stored there.

Carefully allocating memory usage to take full advantage of the available performance will be crucial for the highest

performance 3D applications such as games.

By making intelligent choices about how PC resources are used, software developers can deliver the best possible

performance for users who have AGP. From the hardware side, designers can expect continuing improvements to 3-D

rendering resources over the next few years.

